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Abstract. Fault injection attacks perturb a circuit at run time and can
defeat security guarantees that hold under nominal execution; reasoning
about such attacks, and about the countermeasures meant to thwart them,
calls for formally modeling the effect of faults at the microarchitectural
level. We take a first step inside Kôika, a rule-based hardware description
language embedded in the Rocq prover with a formally verified compiler
to Verilog. We equip Kôika with two complementary ways to model the
effect of faults—a faultable semantics, parameterized by the injected faults
and suited to deductive reasoning in Rocq, and a saboteur-based circuit
transformation amenable to SMT-assisted verification—and formalize the
k-fault-resistant partitioning property. As a proof of concept, we discharge
this property automatically with an SMT solver on a small multiplier
protected by concurrent error detection (CED). This work in progress
aims at a top-down flow that compiles Kôika-based security specifications
into fault-resistant Verilog.

Keywords: Fault injection · Formal verification · Hardware description
language

1 Introduction

Fault injection attacks break the physical assumptions that hardware-software
security contracts are built on. By glitching a circuit’s clock or supply voltage, or
exposing it to electromagnetic or laser pulses, an attacker can induce faults in
the microarchitecture [7], resulting in various effects at the software level such as
instruction skips or data corruption. These faults can be exploited by an attacker
to bypass security checks, escalate privileges, or expose secrets [9].

Current techniques for analyzing Fault-Injection Attacks (FIA). To
assess the robustness of systems against fault injection attacks, approaches focus
on either analyzing the consequences at the hardware level only [4,1,12] or at the
software level only [11,6,5]. However, the former are unable to check if hardware
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vulnerabilities are exploitable at the software level, while the latter rely on generic
fault models that miss microarchitectural details [7]. Recently, formal methods
have been applied to analyze the impact of fault injection attacks at the processor
microarchitecture level and their consequences on software execution [14]. A
new approach called k-fault-resistant partitioning was introduced to leverage
redundancy-based hardware countermeasures and improve the verification process
of k-fault security against FIA [15]. This technique was applied to the Open-
Titan secure element to formally prove the security of its processor’s hardware
countermeasure against single bit-flip injections.

Motivation for Kôika. We build on Kôika [3], a formal rule-based HDL
embedded in the Rocq prover whose compilation to Verilog is formally verified,
so that every circuit comes with machine-checked semantics. Kôika has already
served to prove hardware security properties, namely those related to shadow
stacks [2]—but only against software attacks. Reasoning about fault injection
instead requires enriching the semantics of Kôika to represent the effect of faults
and to reason about countermeasures. This is a top-down approach: from a
specification carrying security guarantees down to a Verilog circuit that preserves
fault resistance properties.

This paper takes a first step in that direction and makes the following
contributions.
– we define formal fault models for Kôika circuits, and a faultable semantics

parameterized by a fault model;
– we define a compiler pass for Kôika circuits that weaves the fault model inside

the circuit by introducing so-called saboteurs;
– we formalize the k-fault-resistant partitioning property;
– we leverage an SMT solver to check the security property over a simple

multiplier circuit with a concurrent error detector (CED).
The rest of the paper is organized as follows. Section 2 gives the necessary

background about concurrent error detection schemes, the k-fault security prop-
erty, and the Kôika HDL. Next, Section 3 gives a motivating example which will
be used in the rest of the paper. Section 4 introduces fault modeling in Kôika,
and Section 5 describes the proof methodology used. Finally, Section 6 concludes
and gives perspectives for future work.

2 Background

2.1 Concurrent error detection (CED)

Concurrent error detection (CED) protects a functional unit by computing its
characteristics via a predictor and comparing them with the unit output (Figure 1)
[15]. The predictor is commonly implemented with redundant logic, and a checker
mechanism verifies that both results match at runtime, as is the case for the
application example in this paper (Section 3). It can also be code-based, such as
an error-detection code (EDC) [13]. It is usual for the target and the predictor
to be desynchronized such that the alert (A) is set only d cycles after the target
output becomes available.
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Fig. 1: Concurrent error detection (CED).

2.2 The k-fault security property

For a circuit implementing a CED with k + 1 redundant replicas, an intuitive
security property to ensure is the k-fault security property. Formally stated, a
(d,A) – CED circuit is k-fault secure if and only if, for all n, over (n+d) cycles of
execution, if no alert is raised, then the circuit’s output is correct for the first n
cycles. Proving k-fault security requires unrolling the circuit for an indeterminate
number of steps (n+ d) [15].

2.3 The k-fault-resistant partitioning property

In [15], Tollec et al. introduced the k-fault-resistant partitioning property as a
sufficient condition to guarantee k-fault security, which requires unrolling the
circuit for only a fixed number of steps l = max(1, d). k-fault-resistant partitioning
is a property based on register partitioning, i.e., a grouping of all the circuit’s
registers into disjoint sets, including those in the predictor and the checker. It
requires that, in any execution step, the number of affected partitions does not
grow more than the number of faults injected in the circuit unless the alert is
raised (fault confinement) and any fault that causes immediate mismatch of
outputs is detected (output integrity).

2.4 The Kôika language

Kôika [3] is a rule-based hardware description language (HDL) embedded in
the Rocq prover (formerly Coq) as a domain-specific language, with a formally
verified compiler to a synthesizable subset of Verilog. A Kôika program is a set
of registers holding the circuit’s state, a set of rules, and a schedule. A rule is
an atomic action that manipulates registers and describes a transition from one
clock cycle to the next. Rules correspond roughly to the stages of a pipeline. The
schedule fixes the order in which the effects of the rules appear to take place within
a cycle. Inspired by Bluespec SystemVerilog (BSV) [10], Kôika rules execute as if
they were run sequentially (one rule at a time, or ORAAT). Unlike BSV, which
schedules rules by an opaque static analysis, Kôika makes the schedule explicit
and resolves conflicts with a deterministic user-provided schedule [3]. Crucially,
properties proved on a Kôika circuit carry over to its generated Verilog, thanks
to the semantic preservation theorem of the Kôika compiler.

In earlier work, Baty et al. [2] reason about Kôika programs directly in Rocq.
This quickly becomes too involved for large designs, and we use an SMT-assisted
framework instead for proving properties.
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Fig. 2: A partial-product multiplier with a concurrent error-detection (CED)
check.

3 Motivating example
Our running example is a pipelined partial-product multiplier (Fig. 2). A single
shared fetch stage reads the operands A,B of size h = 8 bits each and feeds
them to two identical pipelines. In each pipeline, partial products splits each
operand into halves (A=aHaL, B=bHbL) and computes the four half-products
P0=aLbL, P1=aHbL, P2=aLbH , P3=aHbH , and accum1 sums them with shifts
into out = P0 + (P1+P2) ≪ h + P3 ≪ 2h; stages communicate through the
pipeline registers fromFetch1 and fromPartial1. The CED check compares the
two pipelines’ outputs, raising alert immediately on any mismatch (d = 0).

Because fetch is shared, it lies outside the duplicated region and it is excluded
from the fault model (see Section 5). Both fromFetch1 and fromFetch2 and
receive identical operands by construction; The circuit is small, letting us apply
our methodology.

4 Modeling Fault Injection
4.1 Kôika semantics

A Kôika rule is an atomic action which computes the next values of the registers.
The actions are given in Figure 3: a value v, a variable x, skip, a register read
or write, a let-binding, an assignment, a conditional, a function call f(a, . . . , a),
a sequence, or the always-failing abort.

The evaluation of an action is given by the big-step judgment

Γ ⊢ (l, a) ⇓σ
L (l′, v, Γ ′),

where the register state σ and the schedule log L are constant throughout the
execution of a given rule. Logs are data structures that accumulate register read
and write events. Γ is the local variable environment that maps variables to
values. The evaluation of a Kôika action a can be understood as follows:: Given

Actions a ::= v | x | skip | read r | write r a | let x = a in a

| x := a | if a then a else a | f(a, . . . , a) | a; a | abort
Values val ::= b | {(k : val)∗} | {val∗} | enum_val

Types τ ::= Bits n | Struct [(k, τ)∗] | Array n τ | Enum [variant∗]

Fig. 3: Syntax of Kôika actions.
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Γ , σ, and L, the evaluation of action a starts from a rule log l (the record of
previous read and write events in the rule) and produces the value v, the updated
rule log l′, and the updated environment Γ ′. A read action appends rd(r) to
the rule log and returns the register’s value σ(r), while a write appends wr(r, v);
both are subject to the conflict conditions may_read(L, r) ≜ wr(r, ∗) /∈ L (one
cannot read a register if it has been written to by another rule during the current
cycle) and may_write(L, l, r) ≜ wr(r, ∗) /∈ (L++ l) (one cannot write a register if
it has already been written during this cycle by another rule or the current rule).

A read or write that violates its conflict condition makes the action fail ; since
rules are atomic, a failing rule is canceled in full. A schedule s is interpreted by
running its rules in order, each from the empty rule log: a successful rule has its
log appended to the schedule log L, while a failing rule leaves L unchanged. The
cycle interpreter then commits L to the registers, producing their values for the
next cycle.

4.2 Faultable semantics
A Kôika rule is recursively evaluated by traversing its action tree. Each node
in that tree is an action that can be identified by a path from the root node
(Figure 4). Given that, we define a fault as a pair (p, b) : path × N, where the
path p points to the targeted action node and b is the bit of that node’s value to
flip; Figure 5 collects fault-modeling data types.

Intuitively, the fault model we formalize allows faults to be injected in the
combinational part of the circuit, not directly on the register state. Note that
one can target a register write node to affect the register state, partly achieving
that effect. We might also consider directly faulting registers in future work.

To formalize this intuition, we introduce a new action judgment: F ;Γ ⊢
(l, a) ⇓σ

L (l′, φF (v), Γ
′). F is a list of faults, and is threaded through the action

tree: each sub-action ai is evaluated under the routed faults F↓i ≜ { (p, b) | (i ::
p, b) ∈ F }
Action. As the tree is traversed, the value v produced by a node is corrupted by

φF = apply_fault(fk) ◦ · · · ◦ apply_fault(f1),

the composition over the faults here(F) = {f1, . . . , fk} that target the current
node, each apply_fault(fi) flipping the bit described by fi. Note that φ∅ = id.
The semantics of faultable actions is given in the right column of Figure 6.

Rule. A rule is merely an action, run from an initial empty variable environment
Γ and rule log l. We model faults at this level as a single list F of all faults that
target the action tree of the rule (Figure 5).

Scheduler and Cycle. A schedule s is a sequence of rules, executed once per
cycle. The encoding of the fault model at this level is a function from rule names
to fault lists, F = rule_name_t → F (cycle_fault in Fig. 5). The schedule
interpreter interp_sched_fault runs the rules of s in the order prescribed by the
schedule, applying for each rule its associated list of faults, and accumulating a
schedule log. The cycle interpreter then commits that log to the registers σ.

interp_cycle_fault(s, σ,F) ≜ commit σ
(
interp_sched_fault(s, σ,F)

)
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Rule mux :
let x = read r in
if read c then

g(x, read s)
else

0

(a) Source rule.

let x

read r if

read c g(·, ·) 0

x read s

↓ 0 ↓ 1

↓ 0 ↓ 1 ↓ 2

↓ 0 ↓ 1

φF flip 2, 0

φF flip 1

(b) Faulted action tree.

Fig. 4: A Kôika rule (a) and the fault model F = { ([0], 2), ([0], 0), ([1, 1, 1], 1) }
routed through its action tree (b). Two faults follow ↓ 0 to the let-bound read r,
where they meet (here(F)) and φF flips bits 2 and 0; the third follows ↓ 1 into
the body and on to read s, where φF flips bit 1.

path ≜ listN route from the action root to a node
fault ≜ path × N a target node and the bit to flip

F : list fault a rule’s fault model
cycle_fault ≜ rule_name_t → list fault one fault list per rule (F)

fault_attack ≜ list cycle_fault one cycle_fault per cycle (A)

Fig. 5: Fault-modeling data types.

Execution. A fault attack (Figure 5) lifts the fault modeling from a single cycle
to a multi-cycle execution: an attack A = [F1, . . . ,FN ], where each Fi is the
cycle_fault for cycle i. Starting from the initial state σ0, each cycle produces the
next register state σi = interp_cycle_fault(s, σi−1,Fi) for i = 1, . . . , N , so that
interp_exec_fault(s, σ0, A) = (σ0, . . . , σN ) is the resulting trace of the register
states.

This faultable semantics faithfully captures single bit-flip fault injections and
supports reasoning about countermeasures. However, it is not directly amenable
to SMT-assisted verification. We introduce a second modeling approach using
so-called saboteurs, pieces of circuitry to directly weave faults into the circuit.

4.3 Modeling by saboteurs
Fault modeling by saboteurs rests on the same principle as the faultable semantics
above: a fault corrupts the value an action produces. The only difference is that
here we keep the initial Kôika semantics, but introduce saboteurs directly into
the program through a compiler pass (sabotage_action). Given a fault to inject
at bit b of the value produced by action a at cycle c, a transformation pass wraps
an action a in this way:

sabotage_action : a 7−→ a⊕
(
if shouldFault(c, site_id) then 1≪b else 0

)
where c is read from a dedicated cycle counter register, site_id is a unique

identifier assigned to each fault site in the program, and b is the bit to flip;
shouldFault then decides whether a fault fires at that cycle and site. The ⊕
symbol is a XOR operation, flipping bit number b when appropriate, and leaving
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Initial Faultable

Cst
v ∈ val

Γ ⊢ (l, v) ⇓ (l, v, Γ )

v ∈ val

F ;Γ ⊢ (l, v) ⇓ (l, φF (v), Γ )

Var
Γ (x) = v

Γ ⊢ (l, x) ⇓ (l, v, Γ )

Γ (x) = v

F ;Γ ⊢ (l, x) ⇓ (l, φF (v), Γ )

Read
may_read(L, r)

Γ ⊢ (l, read r) ⇓ (l ++ [rd(r)], σ(r), Γ )

may_read(L, r)

F ;Γ ⊢ (l, read r) ⇓ (l ++ [rd(r)], φF (σ(r)), Γ )

Assign
Γ ⊢ (l, a) ⇓ (l′, v, Γ ′)

Γ ⊢ (l, x := a) ⇓ (l′, tt, Γ ′[x 7→ v])

F↓0;Γ ⊢ (l, a) ⇓ (l′, v, Γ ′)

F ;Γ ⊢ (l, x := a) ⇓ (l′, φF (tt), Γ ′[x 7→ v])

Write

Γ ⊢ (l, a) ⇓ (l′, v, Γ ′)
may_write(L, l′, r)

Γ ⊢ (l, write r a) ⇓ (l′ ++ [wr(r, v)], tt, Γ ′)

F↓0;Γ ⊢ (l, a) ⇓ (l′, v, Γ ′)
may_write(L, l′, r)

F ;Γ ⊢ (l, write r a) ⇓ (l′ ++ [wr(r, v)], φF (tt), Γ ′)

Seq

Γ ⊢ (l, a1) ⇓ (l′, v1, Γ
′)

Γ ′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

Γ ⊢ (l, a1 ; a2) ⇓ (l′′, v, Γ ′′)

F↓0;Γ ⊢ (l, a1) ⇓ (l′, v1, Γ
′)

F↓1;Γ ′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

F ;Γ ⊢ (l, a1 ; a2) ⇓ (l′′, φF (v), Γ ′′)

Bind

Γ ⊢ (l, a1) ⇓ (l′, v1, Γ
′)

(x, v1) ::Γ
′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

Γ ⊢ (l, let x = a1 in a2) ⇓ (l′′, v, tlΓ ′′)

F↓0;Γ ⊢ (l, a1) ⇓ (l′, v1, Γ
′)

F↓1; (x, v1) ::Γ ′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

F ;Γ ⊢ (l, let x = a1 in a2) ⇓ (l′′, φF (v), tlΓ ′′)

If-True

Γ ⊢ (l, a1) ⇓ (l′, [true], Γ ′)
Γ ′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

Γ ⊢ (l, if a1 then a2 else a3) ⇓ (l′′, v, Γ ′′)

F↓0;Γ ⊢ (l, a1) ⇓ (l′, [true], Γ ′)
F↓1;Γ ′ ⊢ (l′, a2) ⇓ (l′′, v, Γ ′′)

F ;Γ ⊢ (l, if a1 then a2 else a3) ⇓ (l′′, φF (v), Γ ′′)

If-False

Γ ⊢ (l, a1) ⇓ (l′, [false], Γ ′)
Γ ′ ⊢ (l′, a3) ⇓ (l′′, v, Γ ′′)

Γ ⊢ (l, if a1 then a2 else a3) ⇓ (l′′, v, Γ ′′)

F↓0;Γ ⊢ (l, a1) ⇓ (l′, [false], Γ ′)
F↓2;Γ ′ ⊢ (l′, a3) ⇓ (l′′, v, Γ ′′)

F ;Γ ⊢ (l, if a1 then a2 else a3) ⇓ (l′′, φF (v), Γ ′′)

Funcall

Γ0 ⊢ (l0, a1) ⇓ (l1, v1, Γ1)
· · ·

zip(args f, [v1, . . . , vn]) ⊢ (ln,body f) ⇓ (l′, v, Γ ′)

Γ0 ⊢ (l0, f(a1, . . . , an)) ⇓ (l′, v, Γn)

F↓0;Γ0 ⊢ (l0, a1) ⇓ (l1, v1, Γ1)
· · ·

F↓n; zip(args f, [v1, . . . , vn]) ⊢ (ln,body f) ⇓ (l′, v, Γ ′)

F ;Γ0 ⊢ (l0, f(a1, . . . , an)) ⇓ (l′, φF (v), Γn)

Fig. 6: Kôika action evaluation semantics: initial (left) and faultable (right).

Rule mux :
let x = read r ⊕ (if shouldFault(cycle,0) then 0b100 else 0)

⊕ (if shouldFault(cycle,1) then 0b001 else 0) in
if read c then

g(x, read s ⊕ (if shouldFault(cycle,2) then 0b010 else 0))
else 0

Fig. 7: The rule from Figure 4 sabotaged under the same fault model F =
{ ([0], 2), ([0], 0), ([1, 1, 1], 1) }.

the value unchanged otherwise. This is illustrated in Figure 7 under the same
fault model as in Figure 4.

The external call shouldFault(c, site_id) compiles to a free SMT-LIB variable,
so the solver chooses which faults fire: in this way, we delegate the construction
of fault attacks (A) to the solver and automates the verification. For now we
trust Z3 [8] and the SMT encoding of the circuit semantics.

4.4 Framework workflow

Each approach feeds its own proof method—deductive Rocq for the faultable
semantics, automated Z3 [8] assisted for the sabotaged circuit—so a property can
be discharged on whichever is convenient. This relies on their executions being
equivalent under the same fault attack(Theorem 1), which is proved in Rocq.
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circuit
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semantics
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Properties

TF

interp_exec_fault

interp_exec automated

deductive

proves

proves

≡ under same
fault attack

Fig. 8: Semantic and Sabotage fault modeling equivalence and proof workflow.

Theorem 1 (Saboteur equivalence). For every schedule s, state σ, fault
attack A = [F1, . . . ,FN ], and flag function shouldFault,(

∀c, ∀site, shouldFault(c, site) = 1 ⇐⇒ faultable_cycle(site,Fc)
)

=⇒ interp_exec
(
sabotage_sch(s), σ

)
= interp_exec_fault(s, σ,A).

5 Proof of k-fault-resistant partitioning

We prove the k-fault-resistant partitioning property of the 8-bit partial-product
multiplier of Section 3—a Kôika circuit hardened with a CED—using our SMT-
based automation.

5.1 Adversary model

We assume an adversary that can inject at most k = 1 bit-flips fault anywhere
in the circuit except the shared fetch stage. Formally, a fault (p, b) flips bit b of
the value produced at the node reached by path p; an attack A thus targets the
nodes tgt(A) ≜ {(r, p) : (p, b) ∈ Fr, Fr ∈ F, F ∈ A}, where r ranges over the
rules of the schedule. Let S collect the nodes of the shared fetch rule, which
reads the operands and feeds both pipelines. Our adversary is any attack A with∑

F∈A
∑

F∈F |F| ≤ k = 1 and tgt(A) ∩ S = ∅: at most one bit-flip, none in the
rule fetch which is outside the domain of the countermeasure.

5.2 Proof obligation

As noted in Section 3, k-fault-resistant partitioning unrolls l = max(1, d) tran-
sitions; here the CED is immediate (d = 0), so l = 1. We run that single cycle
on two same-input executions: a fault-free golden run and a possibly faulty one
under an attack of at most one fault.

A state σ : R → val assigns values to the registers in R. Both runs use
the schedule s and solver-chosen inputs (Aγ , Bγ golden, Aσ, Bσ faulty). The
golden run is the fault-free (γ0, γ1) ≜ interp_exec_golden(s, γ0) and the faulty
run (σ0, σ1) ≜ interp_exec_fault(s, σ0,A) under attack A = [F1]; here σ0, σ1

(resp. γ0, γ1) are the faulty (resp. golden) intial and next states. We fix this
following partitioning by hand, rather than searching for a suitable one as Tollec
et al. [15] do: P ≜ {π1, π2, π3} where

πi = {fromFetch_i, fromPartial_i, output_i} for i ∈ {1, 2} and π3 =
{alert}. Observe that a duplicated region and its replica always lie in separate
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partitions. We define the function mir: π1
∼−→ π2 which maps each register of the

first partition to its counterpart in the second. We set
σj ≈π γj ≜ ∀r ∈ π, σj(r) = γj(r) the runs agree on π at cycle j

diff (j) ≜
∣∣{π ∈ P : σj ̸≈π γj}

∣∣ partitions differing at cycle j

faults(j) ≜
∑

F∈Fj
|F| bit-flips injected in cycle j

∥A∥ ≜
∑|A|

j=1 faults(j) fault budget: total bit-flips of A
We now state Theorem 2, which we prove using Z3 [8] on the 8-bit partial-

product multiplier in about 15 minutes using less than 1GB of RAM, on a regular
laptop (Intel(R) Core(TM) Ultra 7 265H with 32GB of RAM).

Theorem 2 (one_fault_resistant_partitioning). For all operands Aγ , Bγ , Aσ, Bσ

feeding the two runs the same inputs, and every attack A = [F1] with ∥A∥ ≤ 1, the
golden trace (γ0, γ1) ≜ interp_exec_golden(s, γ0) and the faulty trace (σ0, σ1) ≜
interp_exec_fault(s, σ0,A) satisfy:

[ ∀j∈{0, 1}, σj(alert)=0 ] ∧ [∀r∈π1, γ0(r)=γ0(mir(r)) ] ∧
[ diff (0)≤1 ] ∧ [ diff (0)+faults(1)≤1 ]

=⇒ [ diff (1)≤diff (0)+faults(1) ] ∧ [σ1(output_1)=γ1(output_1) ].

The two conjuncts in the conclusion are respectively the fault confinement and
output integrity obligations.

Scaling with design size. The circuit size increases the number of fault sites.
Each fault site is associated with a boolean variable controlled by the solver.
Complexity grows linearly with the number of fault sites, and exponentially
with the state size. However, this does not directly correlates with the solver’s
execution time, since solvers employ many heuristics that may prune entire parts
of the search space.

6 Conclusion and Future Work
We took a first step toward formalizing fault injection in Kôika: a faultable
semantics for deductive reasoning in Rocq, and a sabotage-based transformation
pass amenable to SMT-assisted verification. We proved the equivalence of the two
approaches. We also automatically discharged the k-fault-resistant partitioning
property of a duplicated multiplier using Z3 [8]. As future work, we plan to verify
larger circuits, such as CPUs. More ambitiously, we aim for fault security by
construction of Kôika circuits, leveraging the formal semantics and the fact that
some aspects of properties such as k-fault-resistant partitioning are structural
rather than circuit-specific.

Acknowledgments. This work benefited from French State support as part of high-risk
research program Audace!, led by the CEA and managed by the Agence Nationale de la
Recherche under the France 2030 heading, bearing the reference ANR-24-RRII-0004.
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